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ABSTRACT 
Stratigraphic piles (SP) are essential for building reliable subsurface models in geotechnical studies. They support log 
interpretation and guide the generation of hierarchical stratigraphic surfaces. However, inconsistent labeling or 
inappropriate SP selection can produce unrealistic models. As borehole databases grow, establishing coherent 
stratigraphic frameworks becomes increasingly difficult due to geological heterogeneity, non-stationarity, and data 
inconsistencies (e.g., inconsistent lithological descriptions, unit miscorrelation, and conflicting facies interpretations). This 
study adapts a global matrix-based algorithm to infer local stratigraphic sequences from borehole data using a probabilistic 
formulation that incorporates spatial coordinates. The approach combines a moving window, inference rules, and spatial 
distance weighting. It generates MAP configurations and transition-probability maps that quantify spatial variability and 
uncertainty. Results show improved stratigraphic coherence through the delineation of geological contexts and the 
quantification of uncertainty. 
 
RÉSUMÉ 
Les piles stratigraphiques (SP) sont essentielles pour construire des modèles fiables du sous-sol en géotechnique. Elles 
soutiennent l'interprétation des logs et orientent la génération hiérarchique des surfaces stratigraphiques. Cependant, un 
étiquetage incohérent ou un choix inapproprié des SP peut conduire à des modèles irréalistes. À mesure que les bases 
de données de forages s'accroissent, l'établissement de cadres stratigraphiques cohérents devient difficile en raison de 
l'hétérogénéité géologique, de la non-stationnarité et des incohérences des données (p. ex., descriptions lithologiques 
incohérentes, mauvaise corrélation des unités, interprétations contradictoires des faciès). Cette étude adapte un 
algorithme global, fondé sur des matrices, pour inférer des séquences stratigraphiques locales à partir de données de 
forage, en intégrant les coordonnées spatiales dans un cadre probabiliste. L'approche combine une fenêtre mobile, des 
règles d'inférence, et une pondération spatiale. Il produit des cartes MAP de configuration et des cartes de probabilité de 
transition dérivées de l'incertitude a posteriori. Les résultats montrent une cohérence stratigraphique en délimitant les 
contextes géologiques et en quantifiant l'incertitude. 
 
1 INTRODUCTION 

 
Developing a 3D geotechnical or hydrogeological 

model requires constructing a robust hierarchical 
geological framework (Schorpp et al., 2022). This 
framework is typically structured in three sequential stages: 
(1) the delineation of stratigraphic units, (2) the 
characterization of internal variability through lithological or 
geotechnical facies, and (3) the assignment of engineering 
properties such as strength, stiffness, compressibility, or 
hydraulic conductivity. This hierarchy provides a logical 
basis to link geological interpretation directly to engineering 
property assignment. However, the reliability of the entire 
model critically depends on the first level, the definition of 
the underlying stratigraphic structure. While this initial 
stage relies on multiple assumptions (Pyrcz and Deutsch, 
2014), it is paradoxically often treated as a deterministic 
input, obscuring its inherent uncertainty. 

The foundation of this first modeling stage is the 
stratigraphic pile (SP), which defines the vertical ordering 
of geological units deposited over time. When a well-
established geological time framework is available, 
defining the SP is relatively straightforward (Gradstein et 
al., 2020). In most practical applications, however, such 

frameworks are absent, and stratigraphic relationships 
must be inferred directly from geological observations or 
borehole data. Several algorithms address this inference 
problem, including rule-based interpretations (Bertoncello 
et al., 2013; Pyrcz et al., 2015), Markov Chain Monte Carlo 
(MCMC) approaches (Allard et al., 2021), and counting 
methods (Schorpp et al., 2024). Yet these approaches 
generally rely on simplifying assumptions, such as a single, 
coherent stratigraphic context, which limit their efficacy 
when applied to large, heterogeneous, and imperfectly 
interpreted borehole datasets. 
 
1.1 Non-stationarity of Stratigraphic Pile 
 
A major difficulty in stratigraphic modeling arises from the 
non-stationarity of geological sequences (topological or 
architectural non-stationarity). Topological non-stationarity 
refers to spatial changes in the ordering or connectivity 
relationships between geological units, whereas 
architectural non-stationarity describes variations in the 
geometry, continuity, or spatial organization of depositional 
bodies. These forms of non-stationarity may result from 
changes in depositional environments, onlap, erosion, or 
tectonic processes, causing stratigraphic relationships to 



 

vary spatially across the study area. As a result, assuming 
a single, consistent SP is often unrealistic (Wang and Wei, 
2023). 

To address this issue, several methods have been 
proposed, including non-stationary geostatistical 
frameworks (Jamshidi Chenari et al., 2018; Schorpp et al., 
2022). Despite these advances, capturing spatial variability 
in stratigraphic relationships remains challenging in 
practice. 
 
1.2 Importance of Stratigraphic Pile Identification 
 
The identification of the SP is a critical step in constructing 
reliable geological and geotechnical models. As the SP 
defines the relative ordering of units, it directly controls the 
geometry of stratigraphic domains and the consistency of 
bounding surfaces used in modeling (Schorpp et al., 2022). 
Errors in SP identification can therefore lead to incoherent 
unit geometries and unrealistic geological models. 

In borehole-based analyses, this task is particularly 
challenging due to limitations such as incomplete or partial 
observations and inconsistencies, including variable 
lithological descriptions, inconsistent unit naming, depth 
misalignments, missing intervals, or conflicting facies 
interpretations. These issues may lead to multiple plausible 
stratigraphic configurations within the same study area. 

This ambiguity reflects two main sources of uncertainty: 
aleatory uncertainty, related to the natural variability of 
geological formations, including topological and 
architectural non-stationarity, and epistemic uncertainty, 
arising from limited data, measurement errors, and 
interpretational ambiguity. Both directly impact the 
reliability of inferred SPs. 

Despite its central role, the identification of the SP is 
often treated deterministically, without explicitly quantifying 
the confidence associated with a given interpretation. 
 
1.3 Knowledge gaps 
 
Despite advances in stratigraphic and geostatistical 
modeling, several challenges remain when using an SP as 
the primary modeling concept. Most existing approaches 
rely on a single deterministic stratigraphic interpretation 
and do not account for the coexistence of multiple plausible 
or concurrent configurations, particularly in non-stationary 

contexts common in large-scale datasets spanning 
extensive areas. 

Furthermore, while hierarchical frameworks allow 
uncertainty to propagate from units to properties, the 
uncertainty associated with the chosen SP itself is rarely 
explicitly quantified. In addition, current methodologies lack 
robust tools to assess the reliability of stratigraphic 
relationships inferred directly from data. 

To address these limitations, there is a need for a 
methodological framework that integrates multiple 
plausible stratigraphic interpretations, accounts for both 
aleatory and epistemic uncertainty, and quantifies the 
reliability of inferred SPs. 

In this study, we propose a framework that uses a 
Bayesian-inspired energy-based model to identify SPs and 
evaluate the reliability of their detection from borehole data. 
The method moves beyond deterministic interpretations by 
explicitly quantifying uncertainty and providing spatially 
variable measures of confidence in the inferred 
stratigraphic framework. 
 
2 METHODOLOGY AND METHODS 
 
2.1 Automatic Detection of Stratigraphic Piles Under 

Stationary Assumptions 
 
A simple tool to establish the SP before modeling was 
proposed by Schorpp et al. (2024). It assumes that 
borehole interpretations are sufficiently reliable to define 
consistent pairwise stratigraphic relationships. The 
proposed method infers the relative ordering of geological 
units by progressively combining information from borehole 
observations. Each borehole is decomposed into pairs of 
adjacent units, and their vertical relationships (which unit is 
above or below) are recorded in a matrix 𝐌. For each 
observed pair, the direct contact is first added to indicate 
the relative positions of the two units. Then, this information 
is extended using simple geological logic: if a unit is known 
to be above another, it must also be above all units below 
it, and similarly for units below it. This allows the method to 
infer additional relationships beyond the directly observed 
contacts (See Fig. 1). 

By iteratively applying these rules across all boreholes, 
the matrix 𝐌 progressively constrains the relative positions 
of geological units. As more data are incorporated, 

Figure 1. Conceptualization of the stationary automatic SP detection algorithm of Schorpp et al. (2024) for a set of boreholes (BHx). 



 

ambiguities are reduced and the SP becomes better 
defined. However, some relationships may remain 
uncertain when no borehole directly observes specific unit 
pairs, highlighting the method’s dependence on data 
availability and spatial coverage. If the stratigraphy of a 
borehole is incompatible with the current SP, the inference 
process is restarted using this incoherent borehole as a 
new reference. At the end of the procedure, the SP that is 
consistent with the largest number of boreholes is selected 
as the most probable SP. 

A key limitation of this approach is that borehole 
interpretations are assumed to be error-free. Although the 
method can identify incoherent boreholes, it cannot 
distinguish whether these inconsistencies arise from 
interpretation errors, data issues, or genuine geological 
complexity. The approach also implicitly assumes a 
stationary stratigraphic framework, since all boreholes are 
combined to infer a single SP that best satisfies the 
observed sequences. Consequently, spatial variability and 
uncertainty in stratigraphic interpretation are not explicitly 
accounted for, as the method is entirely data-driven and 
does not consider borehole locations. 

While multiple plausible stratigraphic configurations can 
be identified and retained, along with their associated 
occurrence frequencies (Schorpp et al., 2024), the method 
does not provide a formal probabilistic framework for 
quantifying their relative likelihoods or for analyzing the 
spatial causes underlying competing scenarios. 

To address these limitations, we reformulate the 
approach within a Bayesian framework. This extension 
enables the explicit quantification of uncertainty in SP 
inference and allows multiple plausible configurations to be 
evaluated probabilistically while accounting for borehole 
locations. The resulting framework provides spatially 
variable confidence measures that can later be integrated 
into 3D geological and geotechnical modeling workflows. 
 
2.2 Towards a Non-Stationary Stratigraphic Framework 
 
To account for such non-stationarity, the proposed 
approach extends the original framework by introducing a 
spatially adaptive inference of stratigraphic relationships. 
Instead of constructing a single global relationship matrix 

𝐌, local matrices are inferred at each location 𝐱 ∈ ℝ𝑑, 
based on neighboring borehole observations. 

Let {𝐱𝑖}𝑖=1
𝑁  denote the spatial locations of the boreholes. 

At a given location 𝐱i, a local stratigraphic inference is 
performed by considering only the boreholes located within 
a search radius 𝑅, defining the neighborhood: 

 

𝒩(𝐱i) = {𝑗 ∈ {1, … , 𝑁}  :   ∥ 𝐱i − 𝐱𝑗 ∥ ≤ 𝑅}    [1] 

 
The key modification with respect to the stationary 

framework lies in this spatial selection step: instead of 
using all boreholes in the domain, only a local subset of 
observations is used to construct the relationship matrix. 

Within each neighborhood 𝒩(𝐱i), the local matrix 𝐌(𝐱i) 
is constructed by aggregating the pairwise relationships 
derived from the selected boreholes. The inference 
procedure is then identical to the stationary case, where the 
same logical rules are applied to infer admissible 
stratigraphic configurations. 

As a result, for each location 𝐱i, a set of plausible 

stratigraphic piles {𝑆𝑃𝑘(𝐱i), 𝑘 = 1, … , 𝐾𝑖} where 𝐾𝑖 is the 
number of local possible SPs. In contrast to the global 
approach, multiple configurations may coexist locally, 
reflecting both geological variability and data uncertainty. 
Mathematically, the local set of configurations satisfies 

𝑆𝑃𝑘(𝐱i) ⊆ 𝑆𝑃𝑘′ , where 𝑆𝑃𝑘′   denotes all SP configurations 

derived in section 2.1. 
This spatial localization transforms the inference 

problem from a global, deterministic setting to a local, data-
driven one in which multiple competing stratigraphic 
configurations may coexist. In other words, this spatially 
adaptive formulation enables the explicit characterization 
of non-stationary stratigraphic behavior, where different 
coherent regions of the domain may be associated with 
distinct dominant stratigraphic configurations. To interpret 
these multiple local configurations and quantify their 
relative plausibility, a Bayesian-Energy-based framework is 
introduced in the following section. 
 
2.3 Bayesian Inference 
 
To quantify the uncertainty associated with SP inference, 
the proposed framework adopts a Bayesian-inspired 
formulation that combines data-driven compatibility 
measures with spatial regularization. However, it does not 
rely on a fully specified generative model. Instead, it 
defines an energy-based posterior distribution over 
candidate stratigraphic piles, enabling the probabilistic 
evaluation of multiple plausible configurations rather than 
selecting a single deterministic solution at each location. 

Let {𝐱𝑖}𝑖=1
𝑁  denote the nodes of a regular grid covering 

the study area and let 𝒮 = {𝑆𝑃1, … , 𝑆𝑃𝐾𝑖
} be the catalog of 

candidate piles enumerated from the local matrices 𝐌(𝐱i) 
(Section 2.2). At each grid node, we introduce a discrete 

latent label 𝑧𝑖 ∈ {1, … , 𝐾𝑖} identifying the pile selected at that 

location, so that the assignment 𝑧𝑖 = 𝑘 means "pile 𝑆𝑃𝑘 is 

the active configuration at 𝐱𝑖". The full label discretized field 

over the domain 𝐳 = (𝑧1, … , 𝑧𝑁) is the unknown that 
Bayesian inference seeks to recover. Let 𝐷(𝐱𝑖) denote the 
set of borehole observations within the neighborhood 

𝒩(𝐱i) defined in Eq. [1]. The pointwise posterior at the 

node 𝑖 for a candidate pile 𝑆𝑃𝑘 is 
 

𝑃( 𝑧𝑖 = 𝑘 ∣∣ 𝐷(𝐱i) ) ∝ 𝑃( 𝐷(𝐱i) ∣∣ 𝑧𝑖 = 𝑘 ) 𝑃(𝑧𝑖 = 𝑘)   [2] 

 

where 𝑃(𝐷(𝐱i) ∣ 𝑧𝑖 = 𝑘) is the likelihood of observing 
the local borehole data given that pile 𝑆𝑃𝑘 is active at 𝐱i, 

and 𝑃(𝑧𝑖 = 𝑘) is the prior probability assigned to that pile 
(developed in section 2.3.2). The MAP estimate at the node 

𝑖 is the most probable pile derived from Eq. [2]: 
 

𝑧𝑖
MAP   =   arg max 

𝑘
  𝑃(𝑧𝑖 = 𝑘 ∣ 𝐷(𝐱i))     [3] 

 
and is approximated from posterior samples through 

the marginal probabilities 𝑃̂( 𝑧𝑖 = 𝑘 ∣∣ 𝐷(𝐱i) ). The variable 

𝑧𝑖 therefore plays a dual role: it is the inferential target (what 
we are trying to estimate at every grid node) and the 
uncertainty carrier (its posterior distribution quantifies the 

plausibility of competing piles at 𝐱i). Eq. [2] describes the 
pointwise posterior at a single node; Section 2.3.3 



 

generalizes it to the full label field 𝐳 by introducing a spatial 
coupling between neighboring nodes. 

 
2.3.1 Likelihood Formulation 
 

Each borehole 𝑗 ∈ 𝒩(𝐱i) is associated with a stratigraphic 

sequence 𝑠𝑗. The similarity between the observed 

sequence 𝑠𝑗 and a candidate pile 𝑆𝑃𝑘 is quantified using the 

normalized Levenshtein distance (Levenshtein, 1966): 
 

𝑑𝐿(𝑠𝑗 , 𝑆𝑃𝑘) =
EditDist(𝑠𝑗,𝑆𝑃𝑘)

max (∣𝑠𝑗∣,∣𝑆𝑃𝑘∣) 
       [4] 

 

where EditDist(⋅,⋅) denotes the minimum number of edit 
operations required to transform one sequence into the 
other and ∣⋅∣ denotes sequence length. The allowed edit 
operations include: (1) insertions, representing missing 
units in the observed sequence (e.g., due to truncation or 
erosion), (2) deletions, corresponding to extra or 
misinterpreted units, (3) substitutions, capturing 
misclassification or ambiguity between lithological units.  

This choice of distance is particularly well suited to 
stratigraphic data, as it explicitly accounts for borehole logs 
that are often incomplete or partially inconsistent. In 
practice, boreholes may not intersect with the full 
stratigraphic column, may omit thin units, or may contain 
interpretation errors. Unlike simple positional comparisons, 
the Levenshtein distance provides a flexible measure of 
mismatch that is robust to such irregularities. 

From a geological perspective, the distance 𝑑𝐿(𝑠𝑗 , 𝑆𝑃𝑘) 

can be interpreted as a measure of structural 
incompatibility between the observed sequence and the 
candidate pile. A small value indicates that the observed 
borehole can be explained by the candidate pile through 
minor modifications, while a large value suggests that the 
candidate configuration is inconsistent with the local 
observations. 

The distance, Eq. [4], is then converted into a likelihood 
contribution through an exponential decay model: 

 
𝑃(𝑠𝑗 ∣ 𝑧𝑖 = 𝑘) = exp (−𝜆 𝑑𝐿(𝑠𝑗 , 𝑆𝑃𝑘))     [5] 

 
where: 𝜆 > 0 controls the sensitivity to sequence 

mismatch. The formulation, Eq. [5], corresponds to a 
similarity-based function rather than a strict probabilistic 
likelihood. The likelihood at the location 𝐱 is computed, in 
log formulation, as a spatially weighted aggregation: 

 
log 𝑃( 𝐷(𝐱i) ∣∣ 𝑧𝑖 = 𝑘 ) =

∑ 𝑤𝑗
𝑗 ∈ 𝒩(𝐱i)

(𝐱i)  log 𝑃( 𝑠𝑗 ∣∣ 𝑧𝑖 = 𝑘 )  [6] 

 

In Eq. [6], the weights 𝑤𝑗(𝐱𝑖) are derived from the 

compact support biweight (Tukey) kernel (Cressie, 1993), 
which assigns greater influence to nearby boreholes and 
zero influence beyond the search radius 𝑅. Letting ℎ𝑖𝑗 =∥

𝐱i − 𝐱𝑗 ∥ denote the Euclidean distance between the 

evaluation node and the borehole 𝑗, the unnormalized 
kernel value is: 
 

𝑤̃𝑗(𝐱i)   =    {(1 − (ℎ𝑖𝑗/𝑅)2)
2

if ℎ𝑖𝑗 ≤ 𝑅,

0 otherwise,
     [7] 

 
and the weights actually used in Eq. [6] are obtained by 

normalization over the local neighborhood: 
 

𝑤𝑗(𝐱)   =   
𝑤̃𝑗(𝐱)

∑ 𝑤̃𝑗′
𝑗′∈ 𝒩(𝐱)

(𝐱)
       [8] 

 
The biweight is preferred over a Gaussian kernel 

because it has compact support (boreholes beyond 𝑅 

contribute exactly zero). The radius 𝑅 in Eq. [7] is the same 
neighborhood radius defined in Eq. [1], so a single scale 
parameter governs both the geometric definition of 𝒩(𝐱i) 
and the weighting profile inside it. The independence 
assumption between boreholes implicit in Eq. [6] is an 
approximation, and the resulting likelihood should therefore 
be interpreted as a composite likelihood. 

 
2.3.2 Structural Compatibility Term 
 
In addition to the data likelihood, a structural term is 
introduced to favor stratigraphic configurations consistent 
with local geological relationships inferred from borehole 
observations. 

At each location 𝐱i, the neighborhood 𝒩(𝐱i) defines a 
set of observed borehole sequences from which a local 
relationship matrix 𝐌(𝐱i) is constructed (Section 2.2). This 
matrix encodes partial-ordering constraints between units 
(i.e., which units are above or below others) derived from 
both direct observations and transitive closure. For a 
candidate pile 𝑆𝑃𝑘, its compatibility with the local structural 
information is evaluated by comparing its implied ordering 
relations with those encoded in 𝐌(𝐱i). 

Let 𝑅(𝑆𝑃𝑘) be the set of pairwise ordering relations 

implied by the pile (e.g., "unit A is above unit B") and 𝑅(𝐱i) 

those inferred from 𝐌(𝐱i). We define a structural 
inconsistency score: 

 

𝑐𝑘(𝐱i) =
1

∣ℛ(𝑆𝑃𝑘)∣
∑ 𝟏[(𝑢, 𝑣) ∉ ℛ(𝐱i)]

(𝑢,𝑣)∈ℛ(𝑆𝑃𝑘)
   [9] 

 
which measures the proportion of relations implied by 

𝑆𝑃𝑘 that are not supported by local data (𝑐𝑘 = 0: fully 

consistent; 𝑐𝑘 ≈ 1: strongly incompatible), and a local 
support score: 

 

𝜎𝑘(𝐱i) =
1

∣𝒩(𝐱i)∣
∑ exp (−𝜆𝑑𝐿(𝑠𝑗 , 𝑆𝑃𝑘))

𝑗∈𝒩(𝐱i)
    [10] 

 
representing the average likelihood-based support of 

pile 𝑆𝑃𝑘 across neighboring boreholes (high 𝜎𝑘: many 

boreholes locally agree; low 𝜎𝑘: weak or inconsistent 
support). The structural prior in log form is defined as: 
 
log 𝑃(𝑧𝑖 = 𝑘) ∝ 𝛼𝑠 log 𝜎𝑘(𝐱i) − 𝛼𝑐  𝑐𝑘(𝐱i)  [11] 
 
  where 𝛼𝑠, 𝛼𝑐 > 0 are positive weighting coefficients 
balancing local support against structural inconsistency. 
Because 𝜎𝑘(𝐱i) is computed from the same local 
observations as the data likelihood, Eq. [11] should not be 
interpreted as an independent Bayesian prior: it acts as a 



 

structural regularizer that biases the posterior score in Eq. 
[2] toward configurations that are jointly compatible with the 
observed borehole sequences and the partial-ordering 
relations they imply. 
 
2.3.3 Spatial Bayesian Model 
 
The pointwise posterior of Eq. [2] treats grid nodes 
independently. Geologically, however, neighboring nodes 
are expected to share the same stratigraphic configuration 
whenever they belong to the same depositional domain. To 
enforce this spatial coherence, the local posteriors are 
coupled through a Markov Random Field (MRF; Besag, 
1974), yielding a joint posterior over the entire label field 
𝐳 = (𝑧1, … , 𝑧N): 
 
𝑃( 𝒛 ∣ 𝐷 ) ∝ ∏ 𝑃(𝐷(

𝑖
𝐱𝐢) ∣ 𝑧𝑖)  𝑃(𝑧𝑖) exp (𝛽 ∑ 𝟏(𝑖,𝑗)∈𝐸 [𝑧𝑖 = 𝑧𝑗]) [12] 

 
where 𝐸contains the edges of the 4-connected grid and 

𝛽 ≥ 0 controls smoothing: 𝛽 = 0 reduces to the 

independent case, larger 𝛽 favors agreement between 
neighbors. 

Since Eq. [12] is intractable, the posterior is sampled by 
MCMC. Each node is reassigned based on its local 
evidence (Eqs. [6], [11]) and an attractive pull toward its 
neighbors' current labels, scaled by 𝛽. Sweeping all nodes 
defines a Gibbs sampler whose stationary distribution is 
exactly Eq. [12] (Geman and Geman, 1984); thus, the 
samples are exact draws from the model. For efficiency, 
nodes are updated in parallel over two checkerboard 
subsets, and 𝛽 is jointly inferred via Metropolis–Hastings. 

After burn-in, 𝑀 thinned samples are retained, and 

posterior marginals 𝑃(𝑧𝑖 = 𝑘 ∣ 𝐷) are estimated by sample 
frequency. 

The MAP classification (Eq. [3]) selects the most likely 
class per node, and the transition probability quantifies its 
uncertainty: 

 

𝑃transition(𝐱𝑖) = 1 − max 
𝑘

𝑃(𝑧𝑖 = 𝑘 ∣ 𝐷)               [13] 

 
High values flag stratigraphic boundaries or zones of 

conflicting evidence. 
 
2.4 Synthetic Model for Validation 
 
To assess the proposed framework's ability to recover non-
stationary stratigraphic configurations and quantify their 
uncertainty, a synthetic benchmark model was 
constructed. The objective of this synthetic model is 
twofold: first, to provide a controlled environment in which 
the true spatial distribution of SPs is known; and second, to 
test whether the probabilistic formulation can correctly 
identify both large-scale domains and localized anomalous 
structures under incomplete and noisy borehole 
observations. 

The synthetic domain is defined as a regular two-
dimensional grid of size 3 km × 3 km, discretized into 

100 × 100 cells. Each cell is associated with a single latent 
stratigraphic class that represents a distinct SP. In the 
scenario considered here, four spatially varying domains 
are defined, each corresponding to a different geological 
ordering of units. The western domain follows a complete 

reference sequence; the central domain introduces an 
inversion between two intermediate units; the eastern 
domain simulates a pinch-out through the disappearance 
of one unit; and a localized pocket introduces a more 
complex double inversion (see Fig.2). These four piles are 
encoded as: 𝑆𝑃0 = [𝐴, 𝐵, 𝐶, 𝐷, 𝐸, 𝐹],   𝑆𝑃1 = [𝐴, 𝐶, 𝐵, 𝐷, 𝐸, 𝐹],
𝑆𝑃2 = [𝐴, 𝐵, 𝐷, 𝐸, 𝐹], 𝑆𝑃3 = [𝐴, 𝐶, 𝐵, 𝐸, 𝐷, 𝐹]. 

 
3 RESULTS 
 
3.1 Experimental Design and Evaluation Strategy 
 
The proposed framework is evaluated on the synthetic non-
stationary benchmark described in Section 2.4, which 
includes four SPs and a localized central anomaly. This 
configuration allows assessment of both large-scale 
domain recovery and localized structural variations. The 
results are presented using two complementary outputs: 
the posterior MAP classification (Eq. [3]) and the transition-
band probability (Eq. [13]), which highlights spatial 
uncertainty along stratigraphic interfaces. 

To assess the behavior of the method, three sensitivity 
analyses are conducted: 

1) Borehole density: The number of boreholes is 
varied (50, 100, 200) to evaluate how data 
availability influences domain recovery and 
uncertainty reduction.  

2) Observational noise: Noise levels (5%, 15%, 
30%) are introduced in the borehole sequences to 
assess robustness to data inconsistencies. Noise 
is introduced by randomly swapping stratigraphic 
configurations between zones. 

3) Search radius: The neighborhood radius (100 m, 
250 m, 500 m) is varied to analyze the trade-off 
between local adaptivity and spatial smoothing.  

In all cases, the same synthetic model is used, and only 
one parameter is varied at a time to ensure a controlled 
comparison. Quantitative evaluation was performed by 
comparing inferred stratigraphic domains with the synthetic 
model's known ground truth.  
 
3.2 Sensitivity to Borehole Density 
 

Figure 2. Synthetic model with four stratigraphic piles (𝑆𝑃𝑘) and 
100 randomly sampled boreholes (black circles). 



 

Figure 3 presents the sensitivity of the inferred stratigraphic 
architecture to borehole density, using 50, 100, and 200 
boreholes. For each case, the left panel shows the 
posterior MAP classification, and the right panel shows the 
corresponding transition-band probability. 

A clear improvement in spatial recovery is observed as 
borehole density increases. With 50 boreholes, the 
dominant domains are already recognizable, but the 
inferred interfaces remain diffuse, and the transition band 
is relatively wide. Under this sparse sampling regime, the 
central localized unit is only partially resolved, and its 
geometry tends to be simplified or locally absorbed into the 
surrounding domain. This behavior is expected, as the 
limited number of observations primarily constrains the 
model at large scales while leaving substantial posterior 
uncertainty around smaller structures. 

With 100 boreholes, the inferred geometry becomes 
more stable. The main contacts are better positioned, and 
the transition-band probability narrows along a larger 
fraction of the domain interfaces. The central anomaly 
becomes more distinct, indicating that the model is 
increasingly able to reconcile local borehole evidence with 
the spatial prior without overly smoothing small-scale 
heterogeneity. 

With 200 boreholes, the posterior MAP classification 
provides the best reconstruction of the synthetic 
architecture. The contacts are sharper, the central localized 
unit is more consistently recovered, and the transition-band 
probability contracts around the interfaces. This 
progressive reduction in uncertainty demonstrates that the 
proposed Bayesian framework responds coherently to 
increased information content in the borehole dataset. 
More broadly, these results show that borehole density 
directly influences not only classification performance but 
also the limit of the inferred transition zones. 

 
3.3 Sensitivity to Observational Noise 

 
Figure 4 illustrates the effect of increasing noise levels in 
the borehole dataset, while keeping the number of 
boreholes fixed at 200. Three noise scenarios were 
considered: 5%, 15%, and 30%. In the synthetic generator, 
noise was introduced by perturbing the observed borehole 
sequences, thereby simulating interpretation errors and 
local inconsistencies.  

At a low noise level (5%), the posterior MAP 
classification remains close to the expected domain 
geometry, and the transition-band probability remains 
concentrated near the true stratigraphic interfaces. This 
indicates that the likelihood can tolerate a small number of 
inconsistent logs without significantly degrading the 
inferred spatial organization. 

As the noise level increases to 15%, the transition 
zones become visibly broader, and the recovered contacts 
are less stable. While the major domains remain 
identifiable, local ambiguities increase near boundaries 
and around the smaller central feature. This suggests that 
the model begins to allocate a larger fraction of posterior 
mass to competing configurations when contradictory 
borehole evidence accumulates. 

At 30% noise, the impact becomes more pronounced. 
The transition-band probability expands, and local 
distortions appear in the posterior MAP classification, 
particularly near complex contacts and within the vicinity of 
the localized anomaly. Nevertheless, the method still 
preserves the broad, large-scale partitioning of the domain, 
indicating that the Bayesian formulation remains 
reasonably robust even when a non-negligible proportion 
of logs is inconsistent. Overall, these results confirm that 

Figure 3. Sensitivity of posterior inference to borehole density. 
Left column: posterior MAP classification. Right column: 
posterior transition-band probability. Rows correspond to 50, 
100, and 200 boreholes.  

Figure 4. Sensitivity of posterior inference to observational 
noise. Left column: posterior MAP classification. Right column: 
posterior transition-band probability. Rows correspond to 5%, 
15%, and 30% noise, with 200 boreholes in all cases. 



 

the framework degrades gradually rather than 
catastrophically with increasing data noise, an important 
property for practical geological applications. 
 
3.4 Sensitivity to Search Radius 

 
Figure 5 shows the influence of the search radius 𝑅used to 

define the local neighborhood 𝒩(𝐱𝐢), with 200 boreholes 
and no added noise. Three radii were tested: 100 m, 250 
m, and 500 m. The search radius controls the spatial 
support of the local inference and therefore directly affects 
the balance between local adaptivity and structural 
smoothing. The neighborhood formulation itself is central 
to the non-stationary extension of the method.  

For the smallest radius (100 m), the posterior MAP 
classification is highly adaptive to local data, allowing 
relatively sharp recovery of stratigraphic changes. 
However, in some areas the inferred contacts may become 
fragmented or locally unstable, reflecting the fact that each 
local inference is based on a smaller set of neighboring 
boreholes. In this regime, the transition-band probability 
can become irregular, revealing areas where data support 
is too limited to constrain the local pile robustly. 

At the intermediate radius (250 m), the balance 
between local sensitivity and spatial stability is generally 
improved. The inferred domains are coherent, the central 
anomaly is better resolved, and the transition-band 
probability remains focused along geologically meaningful 
interfaces. This intermediate setting appears to provide the 
most satisfactory compromise between preserving non-
stationary behavior and avoiding excessive local variability. 

For the largest radius (500 m), the inferred structure 
becomes smoother. The transition-band probability 
broadens less in some places because the model is 
influenced by a larger number of boreholes, but this also 
reduces its ability to preserve localized anomalies. Small-
scale features, such as the central embedded unit, may be 

partially attenuated or absorbed into surrounding domains. 
This result highlights an important trade-off: a larger 
neighborhood improves stability but may weaken 
sensitivity to localized non-stationary structures. 

Taken together, these experiments show that the 
search radius is a key scale parameter in the proposed 
framework. If chosen too small, inference becomes locally 
noisy and sensitive to data sparsity; if chosen too large, 
genuine spatial non-stationarity may be oversmoothed. 
The intermediate-radius results suggest that meaningful 
transition zones can be recovered when the neighborhood 
is sufficiently large to ensure structural consistency, yet still 
local enough to preserve regional variability. 
 
4 DISCUSSION AND CONCLUSION 
 
4.1 Synthesis of the Sensitivity Results 
 
The three sensitivity experiments in Section 3 reveal 
complementary aspects of the framework. Borehole 
density primarily controls the sharpness of the inferred 
contacts: while the dominant domains are recoverable 
even with 50 boreholes, the transition bands narrow 
progressively as additional data are added (section 3.2). 
The position of the contacts is therefore established at 
relatively low data densities, but their crispness continues 
to improve with additional sampling. Observational noise 
reveals a distinct mechanism: the framework degrades 
gradually rather than catastrophically (section 3.3). At 5% 
perturbed logs, the recovered architecture is essentially 
unaffected; at 15%, the transition bands broaden, but the 
dominant domains remain identifiable; at 30%, local 
distortions emerge near complex contacts, but the large-
scale partitioning still holds. This graceful degradation is a 
direct consequence of the spatial weighting in Eq. [6], 
which dilutes the influence of any single inconsistent log. 
The search radius 𝑅 finally emerges as the dominant scale 

parameter (section 3.4): an excessively small 𝑅 fragments 
the inference where local boreholes are sparse, while an 

excessively large 𝑅 smooths out genuine non-stationarity 
and converges to the deterministic output. Taken together, 
these results suggest that the practical performance of the 
method is governed less by sample size than by an 
appropriate choice of 𝑅 relative to the characteristic spatial 
scale of the geological domains. 
 
4.2 Methodological Limitations 
 
Three limitations of the current formulation should be 
acknowledged. First, the posterior of Eq. [12] is energy-
based rather than fully generative. Borehole independence 
is assumed in the composite likelihood of Eq. [6], which is 
an approximation when neighboring logs are produced by 
the same operator or share systematic biases; the 
structural and likelihood terms also share the same 
observations, so Eq. [11] acts as a regularizer rather than 
as an independent prior. The resulting marginals should 
therefore be interpreted as relative support for competing 
piles rather than as calibrated probabilities of occurrence. 

Second, several scale parameters are currently set 
heuristically. The smoothness parameter β can be inferred 
jointly with the labels through the Metropolis–Hastings step 

Figure 5. Sensitivity of posterior inference to search radius. Left 
column: posterior MAP classification. Right column: posterior 
transition-band probability. Rows correspond to search radii of 100 
m, 250 m, and 500 m, with 200 boreholes and no added noise. 



 

of section 2.3.3, but the search radius 𝑅, the sensitivity λ of 
the Levenshtein-based likelihood, and the structural 
weights 𝛼𝑠 and 𝛼𝑐 remain user-tuned. The section 3.4 

sensitivity experiment confirms that 𝑅 has a first-order 
effect on the inferred architecture; an objective procedure 
for selecting 𝑅 from the data — for instance through cross-
validation on held-out boreholes or through a multi-scale 
formulation — would significantly strengthen the practical 
applicability of the method. 

Third, the noise model is implicit rather than explicit. 
The framework absorbs inconsistent logs via spatial 
weighting in Eq. [6], which limits the influence of any single 
outlier, but it does not currently distinguish among the 
different sources of borehole-level error (interpretation 
errors, depth misalignment, inconsistent unit naming, 
lithological misclassification). An explicit error model would 
not only improve robustness in noisy regimes but would 
also allow the framework to diagnose which boreholes 
drive the local uncertainty, transforming the transition-band 
map into a per-log quality-control tool. 
 
4.3 Future Developments 

 
Three priorities follow naturally from the limitations above. 
The first is integration into 3D geological modeling 
workflows, particularly within the open-access ArchPy 
framework (Schorpp et al., 2022), where the SP serves as 
the primary structural control on hierarchical stochastic 
simulation. Propagating SP marginals — rather than a 
single deterministic pile — into the structural geometry and 
the associated property simulations would, for the first time, 
expose how stratigraphic uncertainty conditions 
downstream geotechnical predictions, and it would allow 
the relative contribution of SP uncertainty to be 
benchmarked against other sources (unit thickness, 
lithofacies variability, parameter estimation). 

The second priority is the strengthening of the 
probabilistic model. Beyond an explicit borehole-error term, 
this includes the incorporation of geological prior 
knowledge — for instance, through informative priors on 
the catalog 𝒮 when regional stratigraphy is only partially 
known, and the integration of complementary data sources 
such as cone penetration tests and laboratory 
measurements within a unified inference scheme. 
Identifying inconsistent boreholes through diagnostic 
functions such as get_errors_M from the original algorithm 
of Schorpp et al. (2024) would further sharpen the 
separation between geological variability and data errors. 

The third priority is validation on real geotechnical case 
studies. The synthetic benchmark establishes that the 
formulation is internally consistent and behaves as 
expected under controlled perturbations, but only 
application to a real dataset with expert-curated 
interpretations can quantify the practical benefit of explicit 
SP uncertainty over current deterministic practice. Such a 
validation would also clarify, in operational settings, the 
magnitude of the gain attainable through SP-aware 
modeling — a question that the synthetic experiments are 
not designed to answer. 
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